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IRIT, Université Paul Sabatier, CNRS, Toulouse, France
{etienne.labbe, thomas.pellegrini, julien.pinquier}@irit.fr

ABSTRACT

Automatic Audio Captioning (AAC) is the task that aims to describe
an audio signal using natural language. AAC systems take as input
an audio signal and output a free-form text sentence, called a cap-
tion. Evaluating such systems is not trivial, since there are many
ways to express the same idea. For this reason, several complemen-
tary metrics, such as BLEU, CIDEr, SPICE and SPIDEr, are used to
compare a single automatic caption to one or several captions of ref-
erence, produced by a human annotator. Nevertheless, an automatic
system can produce several caption candidates, either using some
randomness in the sentence generation process, or by considering
the various competing hypothesized captions during decoding with
beam-search, for instance. If we consider an end-user of an AAC
system, presenting several captions instead of a single one seems
relevant to provide some diversity, similarly to information retrieval
systems. In this work, we explore the possibility to consider several
predicted captions in the evaluation process instead of one. For this
purpose, we propose SPIDEr-max, a metric that takes the maximum
SPIDEr value among the scores of several caption candidates. To
advocate for our metric, we report experiments on Clotho v2.1 and
AudioCaps, with a transformed-based system. On AudioCaps for
example, this system reached a SPIDEr-max value (with 5 candi-
dates) close to the SPIDEr human score of reference.

Index Terms— audio captioning, evaluation metric, beam
search, multiple candidates

1. INTRODUCTION

Automated Audio Captioning (AAC) is the task, in which a system
takes an audio signal as input and provides a short description of its
content using natural language. AAC could be useful for hearing-
impaired people, in machine-to-machine interaction, surveillance
and information retrieval in general. In the last few years, the re-
search community has developed a keen interest in AAC, in partic-
ular thanks to the Detection and Classification of Acoustic Scenes
and Events (DCASE) Challenges and Workshops 1, which have pro-
vided datasets and benchmarks for this task.

Most AAC systems use deep neural networks with a sequence-
to-sequence encoder-decoder architecture, to build a semantic audio
representation and generate a valid sentence as output [1]. They
rely on models pretrained on large-scale datasets, to solve the data
scarcity issue in AAC [2, 3, 4].

In this work, we are interested in the evaluation of AAC sys-
tems. AAC evaluation borrows metrics from machine translation
and image captioning, and consists of comparing a candidate cap-
tion to one or several manually produced captions of reference.

1http://dcase.community/

Since evaluating text generated automatically is a difficult problem,
several metrics are used in combination. We investigate in particular
the SPIDEr metric [5], a short name used to designate the average of
two metrics called Consensus-based Image Description Evaluation
(CIDEr) [6] and Semantic Propositional Image Caption Evaluation
(SPICE) [7]. SPIDEr is used, for instance, in the DCASE yearly
challenges to rank the participant AAC systems 2.

In this paper, we report experiments using the AAC system we
developed to participate in the DCASE 2022 AAC task. Like most
AAC systems, we use a beam search decoder that allows to generate
several candidate captions. The most likely one is used to compute
the SPIDEr score of our system. A strong limitation of SPIDEr,
in our opinion, is that only one caption candidate is considered for
evaluation. As we shall illustrate in this paper, two correct captions
that differ by a single word may have very different SPIDEr scores,
if one of the words happens to be in the caption(s) of reference.
To overcome this issue, we propose a metric that we call SPIDEr-
max, which takes into account multiple candidates for a single audio
recording.

2. METRICS

In the literature, most AAC systems are evaluated using the CIDEr,
SPICE or SPIDEr metrics. These metrics come from the field of
image captioning and evaluate a single candidate caption against a
reference set.

2.1. CIDEr

CIDEr [6] is a metric based on the TF-IDF (term frequency-inverse
document frequency) scores of each n-gram of the candidate and
reference sentences. TF-IDF is used to give a higher weight to in-
frequent n-grams and lower weight to frequent n-grams.

The CIDEr metric calculation starts by stemming all the words
and compute all the n-grams of size 1 to N across all candidates and
references. The frequency of each n-gram in references are used to
compute TF-IDF of all captions. This means that the score of each
candidate does not only depend on its corresponding references, but
also on all the other references of the corpus being evaluated. Then,
the TF-IDF scores are vectorized and used to compute cosine sim-
ilarity between the candidate and each reference. The similarities
are rescaled by a factor of 10 and averaged across the references
to get the final score of the candidate. All the scores are averaged
again to get the global score on a dataset.

The CIDEr-D metric is a more robust version of CIDEr sup-
posed to be closer to human judgement. It removes the stemming
operation to take into account the tense and plural of words, adds

2http://dcase.community/challenge2022/
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a penalty factor, and limits the maximum occurrence of candidate
n-grams to penalize longer repetitive sentences. The penalty is mul-
tiplied by a similarity measure based on the length of the candidate
c and the reference r:

Penalty(c, r) = exp
(
− (|c| − |r|)2

2σ2

)
(1)

Some AAC papers do not specify which version of CIDEr they
use, but in this paper we report CIDEr-D scores as used in the
DCASE challenge. We use the default settings of CIDEr-D with
the maximum n-gram size N set to 4, and the hyperparameter σ
used for the penalty set to 6.

2.2. SPICE

SPICE [7] attempts to extract the semantic content of a sentence.
Sentences are used as input to a Probabilistic Context-Free Gram-
mar dependency parser[8], with several additional rules to build a
dependency tree where each node is a word and each edge is a syn-
tactic dependency. Custom rules are used to compute another graph,
a “semantic scene graph”, comprised of three types of nodes: ob-
jects, attributes and relations. Attributes are linked to a single ob-
ject, and relations connect objects between them. The reference
graphs are merged into one to be compared with a candidate graph.
Then, the scene graphs are converted into lists of word tuples. An
object is a tuple with the object name, an attribute is a tuple of two
words with the object and attribute names, and a relation is a tuple
of three words containing the two objects connected and the rela-
tion names. Finally, the list is binarized for the candidate and the
references, and used to compute an F-Score.

The M-SPICE metric [9] is a variant of SPICE, which takes
multiple candidates for a single audio. This metric was introduced
to evaluate the diversity of the words used in multiple candidates
generated by stochastic decoding methods. The only difference is
that the semantic graph of each candidate is merged into one, ex-
actly as for the reference list. The other steps remain the same.

2.3. SPIDEr

SPIDEr [5] is a metric originally used as a cost function to optimize
a model on SPICE and CIDEr-D at the same time. SPIDEr is the
average of CIDEr-D and SPICE, and is supposed to have the bene-
fits of both previous metrics. Since CIDEr-D gives a score between
0 and 10 and SPICE between 0 and 1, the SPIDEr score is between
0 and 5.5, which is quite uncommon for a metric. SPIDEr is usually
the metric used in AAC papers to compare models, even if other
machine-translation metrics like BLEU [10], ROUGE-L [11], and
METEOR [12] scores are also reported.

3. SYSTEM DESCRIPTION

3.1. Datasets

The Clotho v2.1 dataset [13] is an audio captioning dataset contain-
ing 6974 audio files of approximately 43.6 hours from Freesound
between 15 and 30 seconds. Each audio is described by 5 cap-
tions annotated by humans. The dataset is divided in 3 different
splits: development, validation and evaluation, which corresponds
to development-training, development-validation and development-
testing, the conventional names used in the DCASE Challenge. In
this paper, we use these names. The training subset contains 217362
words with a caption length between 8 and 20 words.

AudioCaps [14] is another audio captioning dataset contain-
ing 49838 training files of approximately 136.6 hours from Au-
dioSet [15], a large audio tagging dataset with audio extracted from
YouTube. AudioCaps contains only 1 caption per audio in the train-
ing subset and 5 captions for the validation and testing subsets.
Since YouTube removes videos uploaded by users for various rea-
sons, our version of AudioCaps contains only 46230 over 49838
files in training subset, 464 over 495 in validation subset and 912
over 975 files in testing subset. Our training subset contains 402482
words with a caption length between 1 and 52 words.

To extract audio features, we resample audio signals to 32 kHz
and compute log-Mel spectrograms with a window size of 32 ms, a
hop size of 10 ms and 64 Mel bands. All captions are put in low-
ercase and punctuation characters are removed. We used the spaCy
tokenizer [16] to split sentences into words, resulting in a vocabu-
lary of 4370 tokens for Clotho and 4724 words for AudioCaps.

3.2. Model architecture

We adopt a standard encoder-decoder structure used in most AAC
systems, with a pre-trained encoder to extract audio features and a
transformer decoder to generate our captions. The encoder is the
CNN10 model, a convolutional network from the Pretrained Audio
Neural Networks study (PANN) [2]. We used the weights available
on Zenodo3 to initialize the model at the beginning of the train-
ing. An affine layer was added to project 512-dimensional to 256-
dimensional embeddings. We kept the time axis of the audio em-
bedding used as input for the decoder.

The decoder is a standard transformer decoder [17]. It takes the
audio embeddings as inputs and all the previous words predicted.
The word embeddings are randomly initialized and learned dur-
ing training. We use teacher forcing with cross-entropy to train the
model. During the testing phase, captions are generated using beam
search, and we select the best candidate using the probability of the
sentence P given by the model. The combination of our encoder
and decoder is simply named “CNN10-Transformer”.

3.3. Experimental setup

We trained models for 50 epochs, on both datasets separately. To
optimize our networks, we used Adam [18], with a learning rate set
to 5.10−4 at the first epoch, a 10−6 weight decay, a 0.9 β1 and 0.999
β2, and ϵ set to 10−8. We used a cosine learning rate scheduler with
the following rule:

lrk =
1

2

(
1 + cos

(kπ
K

))
lr0 (2)

with k being the current epoch index, and K the total number of
epochs.

The transformer decoder uses an embedding dimension dmodel

of 256, four attention heads h, six stacked standard decoder lay-
ers, and a global dropout Pdrop set to 0.2. The last affine layer
projects the 256-dimensional embeddings to an output of the vo-
cabulary size of the dataset. We used label smoothing to reduce
overfitting, set to 0.1 for AudioCaps and 0.2 for Clotho. In order
to avoid gradient explosion, we clip gradients by a maximal L2-
norm value set to 10 and 1 for AudioCaps and Clotho, respectively.
During testing, beam size is set to 8 for Clotho and 2 for Audio-
Caps. The final encoder-decoder model results in 16M trainable

3https://zenodo.org/record/3987831
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parameters. We also used SpecAugment [19] as audio data aug-
mentation with two bands dropped on the time axis with a maximal
size of 64 bins and one band dropped on the frequency axis with a
maximum size of two bins. Our implementation uses PyTorch [20],
PyTorch-Lightning [21] and our aac-datasets 4 package to download
and manage audio captioning datasets.

4. SPIDEr RESULTS

Results on Clotho and AudioCaps of our model CNN10-
Transformer are shown in Table 1. Standard deviations of our model
are very small (0.001 and 0.004 for Clotho and AudioCaps, respec-
tively). Cross-reference scores are computed by using one of the
reference as a candidate and the four others as references five times.

Table 1: SPIDEr scores on Clotho v2.1 and AudioCaps with state-
of-the-art results and cross-reference scores.

System Clotho AudioCaps

Best 0.320 [22] 0.465 [4]
Human N/A 0.565 [14]
Cross-Referencing 0.573 0.564

CNN10-Transformer (ours) 0.247 0.401

Our model performs much better on AudioCaps than Clotho,
with a SPIDEr score of 0.401 and 0.247, respectively. It is also
closer to the cross-reference and human scores in AudioCaps. This
is probably due to the fact that the CNN10 encoder has been pre-
trained on AudioSet, which is a superset of AudioCaps. In addition,
the captions in AudioCaps are simpler than those in Clotho, with
shorter sentences and a relatively smaller vocabulary. The current
best score on AudioCaps is also much closer to the cross-reference
top score (0.100 difference) than the one on Clotho (0.253 differ-
ence).

5. SPIDEr LIMITATIONS

5.1. The SPIDEr score varies greatly between beam search can-
didates

Tables 2 and 3 show examples of candidates and captions of ref-
erence, one from Clotho, one from AudioCaps. The probability P
given by the model is also indicated. It used to select the best can-
didate among the beam search hypotheses. We also reported the
SPIDEr score associated to each candidate.

In the Clotho example, the most likely caption candidate is also
the one with the highest SPIDEr score, based on the fact that the
rather rare word “tin” was found by the automatic system. Thus,
in this example, the differences observed between the various hy-
potheses seem justified. On the contrary, in the second example,
from AudioCaps, the most likely automatic caption is different from
the one with the highest SPIDEr score.

The agreement accuracy between the best candidate according
either to the likelihood and to the SPIDEr score is only of 26.5% on
Clotho, and 22.6% on AudioCaps. The correlation coefficient on all
the likelihoods and the SPIDEr scores is 0.224 on Clotho and 0.259
on AudioCaps. This shows that the maximum candidate likelihood
P does not select the best caption according to the SPIDEr score.

4https://pypi.org/project/aac-datasets

Table 2: Captions for the Clotho development-testing file named
“rain.wav”.

Candidates P SPIDEr

heavy rain is falling on a roof 0.361 0.562
heavy rain is falling on a tin roof 0.408 0.930
a heavy rain is falling on a roof 0.369 0.594
a heavy rain is falling on the ground 0.351 0.335
a heavy rain is falling on the roof 0.340 0.594

References

heavy rain falls loudly onto a structure with a thin roof
heavy rainfall falling onto a thin structure with a thin roof
it is raining hard and the rain hits a tin roof
rain that is pouring down very hard outside
the hard rain is noisy as it hits a tin roof

Table 3: Captions for an AudioCaps testing file (id: ‘jid4t-FzUn0’).

Candidates P SPIDEr

a woman speaks and a sheep bleats 0.475 0.190
a woman speaks and a goat bleats 0.464 1.259
a man speaks and a sheep bleats 0.464 0.344
an adult male speaks and a sheep bleats 0.450 0.231
an adult male is speaking and a sheep bleats 0.491 0.189

References

a man speaking and laughing followed by a goat bleat
a man is speaking in high tone while a goat is bleating one time
a man speaks followed by a goat bleat
a person speaks and a goat bleats
a man is talking and snickering followed by a goat bleating

5.2. Can we choose a better candidate automatically?

Selecting automatically the best candidate among the beam search
hypotheses is a difficult problem: most candidates are very similar
and usually describe the same events with different words. Fig-
ure 1 shows the histogram of the beam hypothesis indices that give
the maximum SPIDEr score possible, for each candidate list when
using a beam size of five. It reveals that no beam index seems bet-
ter than another a priori. The same conclusion can be drawn with
Clotho. We tried to automatically select the best candidate using
several features: vocabulary size, sentence length, and even with a
shallow neural network trained to rank the sentences, but all these
approaches failed to significantly improve the global SPIDEr score.

Figure 1: SPIDEr best beam indexes on AudioCaps testing subset

https://pypi.org/project/aac-datasets
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To overcome these limitations, we propose to consider all the
candidates produced by the model and select the best SPIDEr score
between them with a new metric.

6. SPIDEr-max

6.1. Definition

We propose SPIDEr-max, defined by the following equation:

SPIDEr-max(C,R) = max
i

SPIDEr(Ci, R) (3)

where C is a list of N caption candidates and R a list of references.
It consists of retaining the largest SPIDEr score among the

scores calculated for a set of caption candidates, to avoid having
to choose a single hypothesis. The SPIDEr-max values are between
0 and 5.5, like the SPIDEr score. The source code in PyTorch will
be made available on GitHub5 upon paper acceptance.

6.2. Results

The score of SPIDEr-max highly depends on how many candidates
we use, so we report results with various beam sizes in figures 2
and 3 for AudioCaps and Clotho, respectively. We varied the beam
size from 1 to 10. If we imagine a human end-user, proposing at
most 5 candidates captions would be reasonable, in our opinion.

Human

Figure 2: SPIDEr and SPIDEr-max scores with different beam
sizes, calculated on the AudioCaps testing subset with CNN10-
Transformer.

On AudioCaps, the SPIDEr-max score increases rapidly above
the score of our model from 0.401 to 0.473 with only a beam size
of two. The scores continue to rise above the human SPIDEr score
(0.565), meaning that our model is already producing human-like
captions, but fail to select them, if we take the maximum likelihood
criterion.

On Clotho, the scores also increase with a higher beam size, but
they do not reach the cross-reference score on the first beam sizes.
This is probably due to the references of Clotho, which show more
diversity in terms of vocabulary and n-grams than AudioCaps.

We also tried to compute the SPIDEr-max score for a beam size
equal to 100, which gave 0.953 on AudioCaps and 0.535 on Clotho,
but we decided to focus on a few candidates, as it would be more
realistic in a real scenario, where, for instance, automatic captions
are proposed to an end-user.

5https://github.com/Labbeti/spider-max

Figure 3: SPIDEr and SPIDEr-max scores with different beam
sizes, calculated on the Clotho development-testing subset with
CNN10-Transformer.

6.3. Why such a boost in SPIDEr-max?

As we saw in the previous section, SPIDEr-max increases rapidly
and even outreaches the human SPIDEr score on AudioCaps. We
also noticed that predicting a correct infrequent n-gram seems to
drastically improves the score of a candidate, probably due to the
CIDEr-D metric based on the TF-IDF of the n-grams. To see if
there is a relation between TF-IDF and the SPIDEr and SPIDEr-
max scores, we computed the difference between them with the best
candidate given by the model and the best one given by the SPIDEr
score for various beam sizes.

The correlation value between this variation of TF-IDF and
SPIDEr scores is almost one for AudioCaps and Clotho. It suggests
that the candidates selected by SPIDEr-max have a much higher
TF-IDF than those selected by the model probabilities, which ap-
pears to significantly increase the CIDEr-D score and, thus, also the
SPIDEr-max score.

7. CONCLUSION

In this paper, we showed that the SPIDEr score is very sensitive to
the words used in the caption candidates, so we proposed a new
metric, SPIDEr-max, that takes into account multiple candidates
for each audio recording. The scores of SPIDEr-max compared
to human scores of SPIDEr show that our model already produces
human-like caption candidates, but selecting the caption with the
highest SPIDEr score is not trivial. As future work, we are inter-
ested to study other metrics that do not use TF-IDF, such as model-
based metrics like BERTScore [23] or FENSE [24]. We also look
forward to testing SPIDEr-max with new models to see if our find-
ings are repeated across architectures and training methods.
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