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ABSTRACT

The addition of Foley sound effects during post-production is a
common technique used to enhance the perceived acoustic proper-
ties of multimedia content. Traditionally, Foley sound has been pro-
duced by human Foley artists, which involves manual recording and
mixing of sound. However, recent advances in sound synthesis and
generative models have generated interest in machine-assisted or
automatic Foley synthesis techniques. To promote further research
in this area, we have organized a challenge in DCASE 2023: Task
7 - Foley Sound Synthesis. Our challenge aims to provide a stan-
dardized evaluation framework that is both rigorous and efficient,
allowing for the evaluation of different Foley synthesis systems. We
received 17 submissions, and performed both objective and subjec-
tive evaluation to rank them according to three criteria: audio qual-
ity, fit-to-category, and diversity. Through this challenge, we hope
to encourage active participation from the research community and
advance the state-of-the-art in automatic Foley synthesis. In this
paper, we provide a detailed overview of the Foley sound synthe-
sis challenge, including task definition, dataset, baseline, evaluation
scheme and criteria, challenge result, and discussion.

Index Terms— Generative models, DCASE, sound synthesis

1. INTRODUCTION

Recent years have seen remarkable progress in generative mod-
els, with applications in a variety of fields including image genera-
tion [1], text generation [2], music generation [3, 4, 5], and sound
generation [6, 7]. Models like these are capable of generating high-
quality and diverse samples, and have been widely adopted in both
academia and industry. In particular, sound generation has gained
increased attention in recent years, with advances in sound synthesis
and generative models enabling the creation of realistic and diverse
audio content.

Sound synthesis plays a crucial role in enhancing the audi-
tory perception of multimedia content, such as movies, music, and
videos. Automatic or machine-assisted Foley synthesis has the po-
tential to greatly streamline the process of creating these sound ef-
fects, freeing up time and resources for multimedia content creators.

*Equal contribution

To encourage further research and development in the field of
automatic Foley synthesis, we developed a challenge that aims to
provide a standardized evaluation framework for different systems.
Challenges have been shown to be an effective way to motivate the
development of machine learning models, particularly in the early
stages of a research area. We believe that this Foley sound synthesis
challenge can play a critical role in advancing the state-of-the-art in
automatic Foley synthesis. This challenge was held as part of the
international Detection and Classification of Acoustic Scenes and
Events 2023 Workshop. The topics discussed in this introduction
are also covered in a proposal document [8].

2. PROBLEM AND TASK DEFINITION

We defined the problem of this challenge as ‘category-to-sound’
generation. The category is chosen in one of the selected seven cat-
egories - dog bark, footstep, gunshot, keyboard, moving motor ve-
hicle, rain, and sneeze/cough. The sound is specified as a 4-second
mono audio snippet with a sampling rate of 22,050 Hz.

As this was the first year of this challenge, we chose the input of
the system to be a sound category rather than text input with natural
language. This simplification was made to ease the organizing effort
such as defining the problem and the evaluation scheme, collection
of dataset, etc. We also intended this to lower the bar for partici-
pation, especially from academia, as category-based systems would
require less data and computational resources than free text inputs.
Similarly, limiting the problem to the seven categories clarified the
subjective evaluation criteria. The seven categories were chosen so
that i) the categories are useful for media creation, ii) it is feasible
to collect a reasonable quantity of training/evaluation sounds with
manual review, and iii) the generated sounds are easy to assess for
the evaluators.

Despite this simplification, our intention for this challenge is
to build towards generalizable and potentially useful approaches in
the real world. In this regard, we specified the submitted systems
should not simply copy-paste an existing sound, i.e., the systems
should be generative, not retrieving.

Our goal is to motivate the development of new methods for
Foley synthesis. Because the volume of data can be instrumental
in qualitative improvements across many areas of ML, we created
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two challenge tracks: one in which participants are free to augment
their training data with external sources (Track A), and the other in
which only the provided development dataset is allowed (Track B).
To enhance the efficiency of the challenge, we also provided two
pre-trained models, HiFi-GAN [9] and VQ-VAE [10], for Track B.
These models were trained using the official dataset.

For a fair and correct evaluation, we required the participants
to submit their model embedded in a Google Colab notebook tem-
plate'. This provided an easy, familiar, and verifiable way for par-
ticipants to share models while resolving any dependency issue for
the organizers, at least within the time frame of the challenge.

3. OFFICIAL DATASET AND BASELINE

The development dataset used in this task consists of 6.1 hours of
audio excerpts, each annotated with one of seven distinct sound
classes: footstep, sneeze/cough, rain, dog bark, moving motor vehi-
cle, gun shot, and keyboard. We selected the categories by consid-
ering an urban sound taxonomy [11]. The seven sound categories
were selected evenly from each top-level group (‘human’, ‘nature’,
‘mechanical’), except for ‘music.” There is no overlap in the low-
level groups between the sound categories.

We collected the data from UrbanSound8K [11], FSD50K [12],
and BBC Sound Effects.” To select the appropriate audio clips for
our challenge, we followed a two-step process. First, we gathered
audio samples that were annotated with labels closely related to one
of the seven sound categories. Second, to ensure consistency in the
challenge, we pre-processed the audio to mono 16-bit 22,050 Hz
and either zero-padded or segmented it to a length of 4 seconds, a
duration found sufficient for human recognition of class and audio
quality. This pre-processing step was applied before selection, as
the audio events comprise only a small portion of the total audio
length.

To ensure the quality of the dataset, we carefully selected the
audio clips for each category based on their relevance, variety, and
clarity. One organizer manually selected the collection of excerpts,
each of which was verified by a different organizer to ensure accu-
racy and clarity. Overall, we selected 5,550 labeled sound excerpts,
with the number of sounds per category ranging from 681 to 900.

We divided the dataset into a development dataset and an eval-
uation dataset. Although the number of audio samples varies across
sound classes, we ensured that the evaluation set had a consistent
number of 100 audio samples per category. This decision was made
to ensure that the evaluation set had a diverse range of sounds and
was not too small. We also made sure that the partitions were strati-
fied, so no source recording provided clips in both the development
and evaluation sets, even if there were multiple excerpts from the
same longer recording.

As a baseline system, we implemented a model [13] composed
of three independently trained modules: PixelSNAIL [14], VQ-
VAE [10], and HiFi-GAN [9]. The first module, PixelISNAIL, is an
autoregressive model that maps a sound category input to a time-
frequency representation. The second module, VQ-VAE, trans-
forms the PixelSNAIL output into a Mel spectrogram through a
compressed, latent vector encoding. The final module, HiFi-GAN,
transforms the VQ-VAE output (Mel spectrogram) into a time-
domain digital audio signal.

'https://colab.research.google.com
2https://sound-effects.bbcrewind.co.uk/
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We selected the model as our baseline system for the following
reasons. First, the modules were assigned the reconstruction task
and the generation task separately, enhancing the whole architec-
ture’s explainability. Second, the participants were allowed to reuse
some of the modules. Since each module was trained independently,
improving the performance of the system can be achieved by modi-
fying the structure or scheme of specific modules while keeping the
remaining modules unchanged.

4. EVALUATION

Even for objective tasks such as classification and detection tasks,
it is challenging to provide unambiguous annotations and unbiased
evaluation metrics. Multiple evaluation metrics may be necessary,
but it can complicate the ranking of participants. [15]. With genera-
tive tasks such as the one considered in this challenge, the problem
is even more difficult, as the produced data is not a set of labels,
but audio, whose qualities must be assessed. This matter is far from
being solved and is currently undergoing active research [16]. Rec-
ognizing this as a challenge, we opted for a pragmatic combination
of objective and subjective evaluation protocols as proposed in [8].

In detail, we chose a two-step procedure. The first step consid-
ers objective metrics to get a first ranking of the proposed systems.
Due to the constraints on human listening time for subjective rat-
ings, in each track, only the top four entries were then considered
for the second step with a subjective evaluation.

We decided to measure the following qualities:

1. Perceptual Audio Quality: The degree of clarity of sound,
free from any artifacts, fuzziness, degradation, distortion,
and noise.

2. Fit-to-category: The degree to which a sound is recognized
as belonging in the intended category.

3. Diversity: The degree to which a system is able to produce
a diverse set of sounds.

Evaluation of the above qualities typically involves high-level
perceptual and cognitive processing by humans and thus cannot
be evaluated by simple computational means. For this reason, we
chose to complement the objective evaluation with subjective met-
rics. Although essential, subjective evaluation comes with some
constraints. Humans can give different ratings depending upon the
context of a sound they hear, and can experience fatigue. For the lat-
ter reason, only a subset of audio samples can be presented for sub-
jective rating. To make the sure the context is similar across raters
(and potentially, across future contests), the audio samples should
include some “anchors,” i.e. sounds which clearly have a very low
and/or high quality; anchors help to psychologically anchor the rat-
ings and also serve as a check on the quality of the rater [17].

4.1. Step 1: Objective Evaluation

We adopted Fréchet Audio Distance (FAD) [18], a reference-free,
lower-the-better, evaluation metric. FAD calculations were per-
formed for each category. Systems were then ranked based on the
average FAD across seven categories, and only the 4 top-performing
systems per track were considered for the second step, due to time
limitations of the subjective evaluation.

4.2. Step 2 : Subjective Evaluation

The subjective evaluation was operated in two steps. The first was
an online survey that measured the fit-to-category and perceptual
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audio quality. The fit-to-category asked the listener to use their gen-
eral notion of the sound category and was not restricted to referenc-
ing the exact sounds in the development set, nor was it based on the
number of sound events in a file. These tasks were performed on 20
sounds from each category, along with a set of anchors taken from
the development set and baseline system. The second step was a
measure of category diversity.

The selection of the 20 representative sounds was done as fol-
lows. OpenL3 embeddings of all the samples were computed and a
k-means clustering with £ = 20 was conducted on them [19]. The
20 “medoid” representative sounds are selected as the ones with the
smallest Euclidean distance to the centroid in the embedding space.

After listening to each sound, the rater was asked to rate two
scales to indicate both its perceptual audio quality and its fit-to-
category, as defined in Section 4. For both scales, raters selected
among 11 levels, with 0 being an unusable sound and 10 being
the top of an absolute scale (the best possible, as opposed to the
best of this contest). Re-listening to the sound was permitted.
This procedure was more appropriate for category fit judgments
than MUSHRA [17] because each sound was unique and different
sounds could fit a category equally well.

Before rating a category, the rater listened to 6 representative
sounds of the category from the development set. The high and
low quality/fit anchor sounds, respectively, were hand-picked from
the evaluation set and our baseline system. These sounds were not
identified as anchors in the survey and were embedded in the main
test at random locations. Entries from Track A and B were inter-
mixed so that their relative quality would be apparent, even though
the competition rankings are separated within each track. The order
of trials was counterbalanced across test conditions.

4.3. Execution

All of the challenge participants performed the ratings on percep-
tual audio quality and fit-to-category for 4-7 categories, for a total
duration of about 3-6 hours. After each category, the listener could
take a break.

All participants listened to the same sounds. Thus, participants
who submitted one of the finalist systems actually rated sounds from
their own systems but their self-ratings were removed by the orga-
nizers before computing results. This allowed us to streamline the
rating system while removing potential rating bias.

Rating at least 4 categories was required to be eligible for a
prize. This requirement ensured that we had a fair distribution of
teams doing ratings and enough ratings per sound. Additionally,
some organizers rated sounds. This combined effort resulted in 10-
15 independent ratings per sound. 93 separate category ratings were
completed which took approximately 47 hours. Two of the 93 rat-
ings were omitted at the start of the data analysis because they mis-
rated 5 or more of the 12 quality-check trials (in both cases, giving
arating of low quality & good fit to an anchor sound that had a high
quality & poor fit, indicating that they had confused the two scales).
The anchors that had low quality tended to get a poor fit rating, so
we did not use those as an exclusion criterion. Appropriate ratings
were given for anchors that had high quality & low fit, high quality
& good fit, and low quality & poor fit (4 of each type).

To validate the protocol as well as the software stack, a pi-
lot study was carried out with the outputs of the baseline system
in which the listeners were the organizers. During the evaluation
phase, the test was advertised to relevant mailing lists. In this ver-
sion, only one 30-minute category rating task was proposed to the
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listener, using a scheme to distribute the ratings across categories.

Finally, as our second step, we also performed a subjective test
on Diversity. Diversity is a “set-based” quality, meaning that a set
of generated audio files are mandatory for measuring it. For this
reason, Diversity could not be evaluated within the above discussed
listening test, whose stimuli are considered independently. For each
system and each category, an organizer who did not participate in
the ratings generated a continuous audio file sequencing the 20 rep-
resentative sounds per system. Each file was given a name speci-
fying the category and an obfuscated version of the system id. The
diversity rating task took about 1.5 hours. Four other organizers,
blind as to which systems they were rating, rated the diversity of
the sounds per file from O (All the sounds appear to be identical) to
10 (Extremely large range of sounds).

Considering that 1) diversity may be less important than quality
and fitness and 2) this quality has been not as rigorously tested in
this edition of the challenge as the two other qualities, organizers
decided in advance that the diversity ratings were weighted half as
much as each of the audio quality and category fit ratings.

5. RESULTS

We provided a colab notebook as a starting point to implement
submissions. We received 42 systems in total, including 11 sys-
tems in Track A [20, 21, 22, 23, 24] and 31 systems in Track B
[25, 26, 27, 28, 29, 30, 31, 22, 32, 33, 34, 35, 36]. We removed dis-
qualified submissions that failed to run on standard colab instances
in a reasonable period of time. Before disqualification, we had a
4-day review period permitted for trivial bug fixes but did not allow
changes in parameterization of the submitted systems.

With the remaining 36 working systems submitted by 17 teams,
we generated 700 audio samples from 9 and 27 systems for tracks
A and B, respectively. The audio samples are available online’.

As all the scores (FAD scores per category, subjective test re-
sults on audio quality, fit-to-class, and diversity) were released on
the DCASE official website,* we analyze the evaluation results in
this section.

In Fig. 1, the FAD scores of 17 systems are plotted. The
(z,y) position represents the average FAD score computed on the
development set (FAD-Dev) and the evaluation set (FAD-Eval), re-
spectively. The width and height of each rectangle represents the
(scaled) standard deviation over 7 categories for both sets, respec-
tively.

First, most of the systems show better (lower) FAD-Dev than
FAD-Eval, with the exception of [20]. This is expected, as the
training would be at least partially based on the development set.
Second, it turns out that FAD-Dev is a noisy measure to predict
FAD-Eval. This is not surprising as the final objective measure
(FAD-Eval) contained new sounds to prevent overfitting. Third,
comparing the top systems of track A and B, several systems in
track B showed better performance on FAD-Dev, but not in FAD-
Eval. This shows the difficulty of training a system with the limited
amount of data permitted in track B.

In Fig. 2, the top 8 systems and the baseline system are plot-
ted by their final ranking determined by a listening test as well as
FAD-Eval and FAD-Dev. On the left, the scatterplot shows the im-
portance of subjective tests. The Spearman’s rank correlation co-
efficient of the ranking by FAD-Eval and the final ranking is only

3https://zenodo.org/record/8091972
“https://dcase.community/challenge2023/
task-foley-sound-synthesis-results
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Figure 1: FAD Scores on the development set vs the evaluation set,
computed on the 17 submitted systems and the baseline system.

0.238’. On the right, with FAD-Dey, the coefficient is somewhat
higher, ‘0.524".

We established that subjective perceptual sound qualities were
not entirely predicted by objective FAD scores. In addition, we
established that the three perceptual metrics were interrelated, but
each had a unique contribution. Within each category, the corre-
lations between average rating scores of finalist systems of audio
quality and category fit were very strong (average across all cate-
gories was r = (0.98); however, when quality & fit ratings from
individual trials were correlated within each category, the average
correlation was less extreme (r = .75), showing that raters were
not giving identical answers to both questions. Our anchor trials
showed that the raters did know how to distinguish the two qual-
ities, because they appropriately rated the category-inappropriate
sounds with good audio quality. On the other hand, we also found
that raters gave all-around low ratings to the category-appropriate
sounds with poor audio quality. Because sound recognition was es-
sential for judging category fit, it is plausible that good audio quality
was required before being able to give a high category fit rating. Av-
erage diversity (within each category, across finalist systems) had a
strong relationship to category fit (r = 0.70); nonetheless, half of
the variance in diversity ratings was independent of quality/fit.

The perceptual ratings of the quality/fit of all the systems were
plausible, with the highest average ratings obtained for the sounds
from the development set, and the lowest for our baseline system.
The submitted systems had intermediate ratings, showing that there
is room for improvement in this challenge.

To summarize, there are expected mismatches between the
objective evaluation for the provided sounds (FAD-Dev) and the
sounds held back by the organizers (FAD-Eval); importantly, ob-
jective evaluation metrics did not completely align with subjective
evaluation (final ranking). This justifies two of our choices for the
evaluation scheme: i) receive submissions in the form of a system
(code) instead of sounds, and ii) run a subjective evaluation.

6. CONCLUSION

In this paper, we presented a challenge for automatic Foley sound
synthesis aimed at promoting further research and development in
generative Al for sound. We have provided a detailed overview of
the challenge, including task definition, dataset requirements, evalu-
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Figure 2: FAD scores on the development set and the evaluation set
vs. the final ranking determined by the listening tests.
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Figure 3: Relationships between objective measure (FAD-Eval) and
subjective tests.

ation criteria, a baseline implementation, and analysis of the results.
Through this challenge, we believe we have achieved our goal — to
encourage active participation from the research community and ad-
vance the state-of-the-art in automatic Foley synthesis. Although it
was the first year of the challenge, we received substantial submis-
sions in both of the tracks. We also performed the generation and
evaluation of the submitted systems successfully.

In both tracks, the best performing systems were based on deep
learning, with a sequence of a diffusion model for spectrogram gen-
eration and HIFI-Gan [9] for phase reconstruction.

There have been difficulties as well. Our analysis showed the
necessity of performing a subjective evaluation and running infer-
ence by ourselves. Unfortunately, both are costly; in total, about
47 hours were spent for the evaluation of 8 systems and about 471
A100 GPU hours for the inference. With permission, we released all
the generated sounds as well as their subjective/objective scores on
Zenodo, hoping to enable more analysis and even subjective quality
prediction models based on the data.

In the future, we hope that the standardized evaluation frame-
work provided by this challenge will help to facilitate comparisons
between different Foley synthesis systems. It is already apparent
that more sophisticated Foley sound synthesis will be possible in
the near future with text-input, video-input, etc. We hope our chal-
lenge will ultimately lead to the development of more effective and
efficient techniques.
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