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Abstract—Machine anomaly detection is widely used for predictive
maintenance. When anomalous sound detection (ASD) systems are
deployed in environments such as factories, we have noticed that
a large number of false alarms are caused by human speech and
nonverbal sounds such as laughing. In this paper, we investigate using
a controlled evaluation framework where we contaminate existing ASD
datasets with human vocalizations under various signal-to-noise ratios
and durations. Experiments on different ASD systems show that human
vocalizations significantly degrade anomaly detection performance. We
further demonstrate that training with vocalization-contaminated data and
applying source separation as a front-end both mitigate this degradation
and partially restore anomaly-score distributions towards uncontaminated
machine behavior.

Index Terms—anomalous sound detection, speech removal, source
separation, machine sound analysis

1. INTRODUCTION
Anomalous sound detection (ASD) for machine devices has become a
core technology for predictive maintenance and condition monitoring
in industrial facilities [1]. In the typical unsupervised setup, models
are trained on only normal operating data, while at inference time,
the deviation from the normal model is used as an anomaly score.
An ASD task [2] was introduced as a Detection and Classification of
Acoustic Scenes and Events (DCASE) 2020 Challenge, and subsequent
editions have addressed increasingly realistic conditions [3]–[7].
This has enabled benchmarking of important algorithms such as
autoencoders [8]–[11], generative models [12]–[14], and embedding-
based approaches [15]–[18] among others, which are quickly becoming
suitable for real-world deployment.

When ASD systems are deployed in practical environments such as
factories, machines often operate in the presence of human workers.
Unlike the background noise handled in the ASD task in the DCASE
challenges, which is typically contained throughout the recordings,
speech and nonverbal sounds such as laughing or shouting sporadically
contaminate machine sounds. We collectively refer to these as human
vocalizations in this paper. These human vocalizations can introduce
a domain mismatch between models trained on machine sounds and
contaminated mixtures encountered during deployment, leading to
degraded detection performance and increased false alarms. Therefore,
ASD systems need to handle these sporadic human vocalizations while
preserving performance on clean machine sounds.

This motivates the fundamental question in this paper of whether
general source separation models [19]–[21], which have become
impressively powerful in the deep learning era, can be used as front-
ends to suppress human vocalizations for ASD systems.

However, source separation or speech enhancement is not always
beneficial as a front-end for downstream tasks. For example, artifacts
from speech enhancement models are known to often degrade
automatic speech recognition performance [22]–[24]. Separation
artifacts have also been studied in the context of human listening [25],
[26] and soundtrack analysis [27]. However, it remains unclear whether
separation artifacts may affect ASD performance when machine sounds
are mixed with human vocalizations.

In this paper, we construct, using publicly available data, a
controlled evaluation that simulates contamination across signal-
to-noise ratio (SNR) ranges and vocalization duration conditions.
We investigate two strategies for improving ASD robustness: train-
ing the ASD model with human vocalization contamination and
applying source separation as a front-end. Our experiments show
that both strategies partially restore anomaly-score distributions
toward uncontaminated machine behavior. However, because source
separation operates entirely at inference time, it offers a practical
means of improving robustness without requiring changes to the ASD
training pipeline. We will release scripts to reproduce the dataset and
benchmark.1

2. BACKGROUND
2.1. Anomalous sound detection
Given a single-channel machine sound signal m ∈ RT of length T ,
an ASD system produces an anomaly score Aθ(m) ∈ R with model
parameters θ learned only on normal operating data. An anomaly
is declared if Aθ(m) is greater than a threshold τ . In this paper,
we consider two representative ASD models implemented in the
open-source toolkit ASDKit2 [28].
Autoencoder (AE), the long-running official DCASE Challenge
baseline [2]–[7], is trained to minimize the mean squared error (MSE)
loss between the input and reconstructed log-mel spectrograms on
normal data. Specifically, we use the ae recipe in the toolkit, which
trains an independent AE for each machine type. During inference,
the reconstruction error is used as the anomaly score Aθ .
BEATs-based discriminative method uses BEATs [29], a pre-trained
audio foundation model, as the backbone. We adopt the discriminative
method implemented in ASDKit [28]. The model is trained as a
discriminative front-end by classifying meta-information labels associ-
ated with normal training data, such as machine type and machine ID.
Specifically, we use the dis_beats_scac_trainable recipe
in the toolkit, which fine-tunes BEATs with LoRA. In this recipe,
the sequence of features output by BEATs is further aggregated and
projected into a fixed-dimensional embedding. At test time, anomaly
scores are computed in a distance-based manner: the embedding
of a test sample is compared with embeddings of normal training
samples. In our setting, we adopt a k-nearest neighbor (kNN)-based
approach [16] and use the cosine distance to the nearest normal
embedding as the anomaly score Aθ .

2.2. Task-aware Unified Source Separation (TUSS)
TUSS [20] takes as input a single-channel mixture x ∈ RT ,
and N prompts that indicate the source classes to extract. Unlike
separation models where the number of output sources is fixed,
the number of TUSS outputs depends on N . The prompts come
from a set of fixed class labels, which can be combined to solve

1https://github.com/merlresearch/asd-speech-removal
2https://github.com/TakuyaFujimura/dcase-asd-toolkit
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many existing or new separation tasks, e.g., [speech, sfxbg] for
speech enhancement, [speech, speech] for two-speaker speech
separation, or [drums, bass, vocals, other] for typical
four-stem music separation [30].

We use TUSS in this study for several reasons. First, the model was
trained entirely on publicly available data, and the pretrained models
and source code are open source3 (we employ the pretrained “medium”
model). Second, TUSS is trained using an SNR-based loss, which
explicitly encourages phase and scale alignment between the separated
output and the input mixture, preserving potentially important signal
characteristics for downstream anomaly detection. Finally, training
a source separation model specifically for machine sounds would
require clean machine recordings, which are not readily available. We
believe the multi-task nature of TUSS can help to overcome this, as
training on music has been shown to improve spontaneous speech
separation [31] and may also help separate machine sounds due to
shared transient and harmonic structure.

We also considered the recent generative separation model SAM-
audio [21], but found the regenerated audio was too different from
the mixture for downstream anomaly detection.

3. TASK AND DATA SETUP
3.1. Proposed pipeline
When deploying ASD systems, we have observed false alarms
caused by human vocalizations. To improve robustness, we investigate
two approaches: training the ASD model with speech-contaminated
machine sounds and using a source separation front end that estimates
vocalization-free machine sounds before applying a vanilla ASD
model. Unlike mixture training, the separation approach requires no
changes to the ASD or source separation models.

Let x denote an observed mixture consisting of a machine sound
m and potentially a human vocalization h:

x = m+ h. (1)

A source separation model can be used to estimate the machine
sound component m̂, either directly or by first estimating the human
vocalization component ĥx from the mixture x and then subtracting
it from the mixture:

m̂ = x− ĥx. (2)

The estimated machine signal m̂ is subsequently fed into an ASD
model trained solely on machine sounds that have not been contami-
nated by human vocalizations.

3.2. Dataset building blocks
Machine sounds: We use the Development Dataset of the DCASE
2020 Challenge Task 2 [2], as this allows us to investigate performance
without further complicating factors such as domain shifts introduced
in more recent challenges. The dataset includes six machine types
(fan, pump, slider, ToyCar, ToyConveyor, and valve), with recordings
of 10 or 11 seconds in duration at 16 kHz sampling rate. It provides
2804 to 4000 normal sounds per machine for training. The test set
contains both normal and anomalous sounds, with counts ranging
from 400 to 2399 for normal samples and from 456 to 1475 for
anomalous samples across machine types.
Human vocalizations: Speech is obtained from LibriSpeech [32],
which contains clean read English speech from a single speaker per file.
As speech samples vary widely in duration, we restrict our analysis to
segments shorter than the 10-second machine recordings and divide

3https://github.com/merlresearch/unified-source-separation

them into five duration bins: [0–2), [2–4), [4–6), [6–8), and [8–10) s.
For each machine sound, five mixtures are generated by separately
mixing it with one speech sample randomly selected from each of the
five duration bins. For each mixture, the speech onset is uniformly
sampled from the valid range so that the speech sample fits within
the machine recording, without controlling speech activity.

Nonverbal sounds are extracted from FSD50K [33] using tags cor-
responding to nonverbal vocal events (e.g., laughter, screaming, shout,
whispering, sigh, crying, and sobbing), following the categorization
strategy adopted in DnR-nonverbal [34]. The selected clips span a
wide range of durations. As with speech, one nonverbal sample from
each duration bin is mixed with each machine recording, resulting in
five mixtures for each machine recording.

3.3. Mixing protocol
In environments such as factories, the relative loudness of human
vocalizations and machine sounds can vary substantially, so we
generate mixtures across multiple target SNR ranges.

For each machine sound m and human vocalization h, we generate
a mixture x by scaling h with a gain factor α to match a predefined
target SNR. In this paper, the machine sound is treated as the target
signal, while the human vocalization is regarded as additive noise.
For each mixture, a target SNR value is randomly sampled from a
predefined SNR range. The mixture is defined as

x = m+ αh, (3)

where α is a scaling factor. Following previous sound mixing
work [34]–[37], we define SNR using the difference in integrated loud-
ness measured in Loudness Units relative to Full Scale (LUFS) [38]:

SNRLUFS = LUFS(m)− LUFS(h). (4)

To achieve a target SNR, the gain in decibels is

GdB = SNRLUFS − SNRtarget, (5)

and converted to a linear scaling factor:

α = 10GdB/20. (6)

We use three ranges for SNRtarget: [−9, 0], [−3, 6], and [3, 12] dB.
ASD mixture training: We replace the training set with speech-
contaminated mixtures generated by mixing each normal training
machine sound with a speech sample of duration [4–6) s and an
SNR sampled from [−3, 6] dB. Nonverbal sounds and other SNR and
duration values are used to evaluate generalization performance.

4. EXPERIMENTS

4.1. Evaluation Protocol
ASD Metrics: As a representative example, Fig. 1 shows the anomaly
score distributions computed using the BEATs-based model, with
overlaid smooth probability density curves estimated using Kernel
Density Estimation. Here, ĥm and ĥx denote the human vocalization
estimates from m and x, respectively; Est(original) and Est(speech)
are m− ĥm and x− ĥx.

As shown in the contaminated mixture case (2nd row), both
NORMAL and ANOMALY samples exhibit increased anomaly scores,
resulting in a noticeable rightward shift of the overall distribution
compared to the original machine sound condition. After applying
source separation to the mixture (bottom row), the anomaly score
distributions shift back toward the distribution observed for the original
machine sound. This suggests that source separation effectively
mitigates the effect of contamination and reduces the score shift caused
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Fig. 1: Comparison of anomaly score distributions for the pump machine with
speech contamination and front-end speech removal.

by domain mismatch. In the following, we introduce quantitative
metrics to evaluate these effects.

Typically, the area under the curve (AUC) and partial AUC (pAUC)
are used to evaluate ASD performance. These metrics are used as
the official ranking metrics in the DCASE 2020 Challenge [2], [28].
Here, AUC denotes the area under the receiver operating characteristic
(ROC) curve, which plots the true positive rate (TPR) against the
false positive rate (FPR), while pAUC denotes the partial area under
the ROC curve computed over the low-FPR range 0 ≤ FPR ≤
0.1. Although AUC and pAUC are standard metrics in ASD, they
can be difficult to interpret when human vocalization contamination
causes a domain shift that increases the anomaly scores of both
normal and anomalous machine sounds, as shown in Fig. 1 (2nd row).
Because AUC and pAUC mainly reflect the relative ranking between
normal and anomalous samples, they may not fully capture the score
shift caused by contamination. Therefore, in addition to AUC and
pAUC, we analyze TPR and FPR at a fixed threshold to evaluate
how human vocalization contamination affects anomaly scores and
detection decisions.

Since practical ASD systems require a decision threshold to
determine whether a recording is anomalous, and selecting an
appropriate threshold is challenging, in this paper, we determine
an “oracle” threshold using the uncontaminated test data based on
the Youden index [39]. This threshold is used only for analysis to
evaluate how contamination affects the anomaly scores relative to the
uncontaminated condition. The Youden index is defined as

J(τ) = TPR(τ)− FPR(τ), (7)

and the optimal threshold τmax is selected as:

τmax = argmax
τ

J(τ). (8)

In Fig. 1, the dashed vertical line indicates the Youden-based
threshold calculated using the uncontaminated machine sounds. This
threshold is then used to compute TPR and FPR for contaminated
and speech-removed data in the following quantitative evaluation. We
report the average across machine types to evaluate ASD performance.

Table 1: Comparison of separation performance using SI-SNRi and output
SI-SNR, with an average input SI-SNR of 8.2 dB before separation over the
evaluated mixtures.

SI-SNRi Output SI-SNR

Prompt Eval.
Mix

(speech)
Mix

(nonverb) Original
SE Eq. (2) 9.8 5.8 46.4
SE sfxbg 9.1 2.8 37.7
C Eq. (2) 9.7 5.1 47.3
MS Eq. (2) 9.3 8.9 21.4

Table 2: Comparison of anomaly detection performance averaged over machine
types, with duration [4–6) s and SNR [-3,6] dB.

Autoencoder (%) BEATs (%)
Input AUC↑ pAUC↑ TPR↑ FPR↓ AUC↑ pAUC↑ TPR↑ FPR↓
Original 72.3 59.5 71.2 35.1 89.5 79.9 80.9 14.6
Est (original) 72.3 59.4 70.6 35.1 89.5 79.8 80.8 15.2

Mix (speech) 60.6 53.4 98.0 92.9 79.1 66.1 97.7 78.7
Est (speech) 65.5 54.8 91.4 73.2 81.8 68.4 93.1 55.3

Mix (nonverb) 61.5 53.6 97.0 90.0 77.5 62.7 95.9 69.0
Est (nonverb) 64.3 53.7 93.0 76.6 81.0 65.1 92.9 53.4

Separation Metrics: As shown in Fig. 1, when source separation
is applied to the original machine sound without contamination (3rd
row), the resulting distribution remains largely unchanged compared
to the original condition. This suggests that artifacts introduced by
the separation model have a limited impact on the anomaly score
distribution when the input consists of clean machine sounds.

To quantitatively evaluate both the effectiveness of removing human
vocalizations and the artifacts introduced by the source separation
model, we use scale-invariant signal-to-noise ratio (SI-SNR) [40], with
the original machine sound as the reference. Input SI-SNR is computed
from the mixture, output SI-SNR from the separated machine sound,
and SI-SNR improvement (SI-SNRi) is defined as their difference.

When the original machine sound is used as the input to the
source separation system, the input SI-SNR is infinite because no
contamination is present. Therefore, the evaluation is performed using
only the output SI-SNR instead of improvement.
TUSS Configurations: To evaluate the performance of removing
human vocalizations from machine sounds, we provide TUSS with
three different prompt sets: speech enhancement (SE), music separation
(MS), and a combination (C) prompt set. The SE and MS prompt
sets are derived from the prompts described in Section 2.2. The C
prompt set consists of classes taken from both prompt sets (e.g.,
[speech, sfxbg, drums, other]), a combination that we
found to work well in initial experiments. In all configurations, the
machine sound estimated as residual by Eq. (2) is used for evaluation.
For the SE prompt set, which contains only [speech, sfxbg],
we also consider using the sfxbg output directly as the estimated
machine sound, leading to four configurations in total. Finally, we
report the average SI-SNRi or SI-SNR across all conditions for each
prompt combination.

4.2. Results

Table 1 shows separation performance for the four prompt configura-
tions described above. When comparing results for the SE prompt set,
we observe that treating the estimated sfxbg signal as the machine
sound degrades performance. This result indicates that subtracting the
estimated speech from the mixture, as in Eq. (2), is most effective.
This is non-trivial as TUSS does not constrain the output sources to
sum up to the mixture, and seems to indicate that TUSS can more
robustly estimate speech than the more diverse sfxbg class.
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Table 3: Comparison of anomaly detection performance averaged over machine types under baseline, source separation, and mixture training.

Autoencoder (%) BEATs (%)
Test condition baseline + source separation + train mixture baseline + source separation + train mixture

Type Dur. SNR AUC↑ pAUC↑ FPR↓ AUC↑ pAUC↑ FPR↓ AUC↑ pAUC↑ FPR↓ AUC↑ pAUC↑ FPR↓ AUC↑ pAUC↑ FPR↓ AUC↑ pAUC↑ FPR↓
Original – – 72.3 59.5 35.1 72.3 59.4 35.1 68.1 56.8 39.5 89.5 79.9 14.6 89.5 79.8 15.2 86.7 76.6 13.2
Speech [4–6) [-3,6] 60.6 53.4 92.9 65.5 54.8 73.2 62.3 53.5 87.6 79.1 66.1 78.7 81.8 68.4 55.3 86.8 75.9 11.0
Nonverb [4–6) [-3,6] 61.5 53.6 90.0 64.3 53.7 76.6 61.2 53.2 86.5 77.5 62.7 69.0 81.0 65.1 53.4 86.5 75.3 12.3
Speech [0–2) [3,12] 69.2 56.6 60.0 70.6 57.1 48.3 67.4 56.0 53.1 84.3 70.6 38.5 85.7 72.4 31.3 87.0 76.7 12.0
Speech [0–2) [-9,0] 64.1 55.3 89.3 66.8 55.3 71.7 65.3 55.0 81.1 81.7 67.1 57.7 85.3 73.6 41.7 87.4 76.9 11.5
Speech [8–10) [-9,0] 54.9 51.1 100.0 59.5 52.1 94.7 56.9 52.0 99.8 66.3 55.7 100.0 74.6 62.5 89.7 83.0 70.6 30.6
Speech [8–10) [3,12] 61.5 54.4 86.4 66.3 55.1 67.5 62.3 54.0 83.2 76.1 63.6 82.8 80.1 65.6 56.5 85.8 74.7 16.8

For mixtures containing speech contamination, the SE prompt
set performs best, with the C prompt set (which is a superset of
SE) obtaining comparable performance. Interestingly, for mixtures
containing nonverbal sounds, the MS prompt set performs best,
possibly because the vocals prompt is better matched to nonverbal
vocalizations. However, this prompt set tends to degrade the signal
quality of the original machine sounds, which may negatively affect
anomaly detection performance.

Based on these observations, we use the C prompt set for the
subsequent anomaly detection experiments because it provides high
SI-SNR while causing relatively small degradations to the original
machine sounds.

Table 2 summarizes the anomaly detection performance averaged
over machine types with duration [4–6) s and SNR [-3,6] dB.
Compared with Original, Mix degrades AUC and pAUC, while
Est(speech) and Est(nonverb) partially recover these values. When
comparing TPR and FPR, Mix shows much higher values for both
metrics than Original, as the speech contamination causes nearly
all samples to be labeled anomalous. In contrast, Est(speech) and
Est(nonverb) reduce both TPR and FPR compared with Mix and move
them toward Original. This tendency is consistently observed for both
ASD models.

Table 3 compares three settings: the baseline setting without
preprocessing or contaminated training data (“baseline”), source
separation preprocessing by TUSS before ASD (“+ source separation”),
and training with speech-contaminated mixtures (“+train mixture”).
The first three columns specify the test condition: vocalization type,
duration, and SNR. The test set includes original machine sounds,
matched speech and nonverbal mixtures with duration [4–6) s and
SNR [-3,6] dB, and four mismatched speech conditions using duration
[0–2) or [8–10) s and SNR [-9,0] or [3,12] dB. Overall, the FPR
tends to increase as the SNR range decreases and the vocalization
duration increases. This tendency was consistently observed across
different ASD models, indicating that longer and stronger human
vocalization contamination tends to increase anomaly scores and thus
leads to more false positives. Source separation consistently reduced
the FPR compared with the baseline setting for both ASD models,
but the FPR remained higher than that of the original machine sounds,
suggesting that further improvements are needed to fully mitigate the
impact of human vocalization contamination. For the BEATs-based
model, training with contaminated mixtures substantially reduces the
FPR across all conditions, suggesting that mixture training is more
effective than source separation preprocessing when a BEATs-based
ASD model can be retrained.

5. DISCUSSION
The results show that contamination by human vocalizations increases
anomaly scores and consequently leads to higher TPR and FPR even
for normal machine sounds. Source separation partially mitigates this
score shift and moves the score distribution toward the uncontaminated

condition. This suggests that source separation can serve as an effective
preprocessing step when an existing ASD model must be used without
retraining.

For the BEATs-based model, training with speech-contaminated
mixtures substantially reduces FPR, suggesting that BEATs can
improve robustness when the ASD model can be retrained. In contrast,
for the autoencoder model, mixture training is less effective than source
separation, indicating that simply replacing clean normal data with
contaminated mixtures does not necessarily improve reconstruction-
based ASD.

These observations suggest that source separation and mixture
training are suited to different deployment scenarios. Source separation
is model-agnostic and can be applied to existing ASD systems, whereas
mixture training can be more effective when contaminated mixture
data are available and the ASD model can be retrained. However,
this strategy requires meta-information labels for discriminative
training and can increase the size of the neighbor memory used for
distance-based scoring, or require an additional strategy for selecting
representative neighbors, which can increase system complexity.

On the other hand, several limitations remain in our separation-
based approach. First, the nonverbal category used in this study
does not cover all possible types of nonverbal sounds. Moreover,
although the TUSS prompt sets selected in this paper do not introduce
significant artifacts into uncontaminated machine sounds, other source
separation models may introduce artifacts that could affect ASD
performance. In addition, speech and nonverbal contamination were
evaluated separately in our experiments. In real-world environments,
however, these contamination sources may co-occur and overlap in
more complex ways, which could further increase the difficulty of
anomaly detection. In this initial study, we did not jointly optimize
the separation and ASD models. Furthermore, this study primarily
focuses on contamination caused by human vocalizations. In practical
environments, machine sounds may also be affected by other human
noises such as footsteps or background activities, which may be
more difficult to separate from machine sounds. Recent DCASE ASD
challenges have also considered general background noise.

6. CONCLUSION
In this paper, we investigated ASD under realistic contamination
by human vocalizations. Using a controlled mixture protocol, we
quantified the robustness degradation caused by both speech and
nonverbal interference. Experimental results showed that removing
human vocalization components using a source separation model
mitigates anomaly-score shifts and partially restores score distributions
toward those of clean machine sounds. We also found that training with
contaminated mixtures can improve robustness when retraining is pos-
sible. These findings highlight the importance of contamination-aware
evaluation and suggest that front-end source separation and mixture
training are promising approaches for improving the robustness of
ASD systems in real industrial environments.
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