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Abstract—This paper describes a multi-stage separation and classi-
fication system for DCASE 2026 Challenge Task 4: Spatial Semantic
Segmentation of Sound Scenes (SS). Inspired by the top-ranked system
in DCASE 2025 Task 4, we adopt a cascaded framework consisting
of universal sound separation (USS) with source counting, source
classification, and class-aware refinement. In the first stage, a TF-
Locoformer-based USS model separates multi-channel mixtures into
single-channel foreground and interference signals. Each separated signal
is then classified as one of 18 foreground classes or as interference.
The separated foreground signals are further refined by another TF-
Locoformer-based model conditioned on the predicted class labels and
the observed mixture. Our best system achieves a CA-PI-SDRi of 12.94
dB on the final evaluation set, ranking third overall. Notably, the system
achieves a label prediction accuracy of 76.92%, the best classification
performance among all submissions.

Index Terms—SS5, separation, counting, classification

1. INTRODUCTION

The Spatial Semantic Segmentation of Sound Scenes (S5) task [1] aims
to separate and classify target-class sound sources in multichannel
mixtures. In DCASE 2026 Challenge Task 4 [2], the target classes
comprise 18 predefined classes, and the numbers of target and
interfering sources vary across mixtures. Since multiple target sources
from the same class may be present, an S5 system must perform three
processes: counting, separation, and classification.

Various approaches have been proposed for how and in what order
these processes are performed. The challenge baseline first performs
mixture-level tagging and then separates target sources based on the
estimated classes [2], while introducing a “silence” class to jointly
handle classification and counting. In the 2025 challenge [3], Morocutti
et al. [4] proposed using frame-level sound event detection (SED)
instead of tagging and achieved strong classification performance.
However, this approach is not straightforward to apply to the 2026
challenge, where multiple sources from the same class may be present.
Another line of work first separates the mixture and then classifies each
separated signal; this approach won the 2025 challenge with strong
separation performance [5], although its classification performance
still leaves room for improvement.

Because many separation models can output only a fixed number of
sources, separation-then-classification approaches require an additional
source counting mechanism. A common strategy assumes a known
maximum number of sources, trains the model to output near-zero
signals for unused slots, and estimates the count using energy-based
thresholding [6]. This strategy was also adopted in [5], however, it
requires careful class-dependent threshold tuning and is sensitive to
residual interference. These issues can be avoided by allowing the
separation model itself to estimate the source count and output the
corresponding number of sources [7], [8]. For example, [7] jointly
trains a separator and a count estimator based on the separator’s
intermediate representations. It uses a source-count-dependent linear
layer to produce the features to be decoded. Such a model enables the
S5 task to be addressed by simply classifying each separated signal.
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Fig. 1:

Overview of our system.

Based on these considerations, we propose a multi-stage system for
the S5 task, consisting of joint separation and counting, classification,
and refinement. In the first stage, we employ a joint separation
and counting model that extends a TF-Locoformer-based separation
model [9], one of the state-of-the-art architectures, by incorporating a
counting mechanism based on a classification (CLS) token. This model
outputs separated signals corresponding to the estimated number of
sources. The classification model then assigns a class label to each
separated signal. Finally, we apply a refinement model that performs
separation once again using the mixture, the separated signals, and the
estimated class labels as inputs, producing the final separated signals.

2. METHOD

We consider an M -channel signal y € as a mixture of K
target sources sy, J interfering sources v;, and a noise b:

K J
y=> s+ vj+b,
k=1 i=1

where K € {0, 1, 2,3}, J € {0, 1,2}, and empty sums are defined as
zero: Yy 8, =0 if K=0and 7 , v; = 0 if J=0. All signals
are represented in first-order Ambisonics (FOA) format (i.e., M = 4)
in DCASE 2026 Challenge Task 4. Target sources are defined as those
belonging to one of the 18 predefined classes, while interfering sources
are sound sources from all other classes. The goal is to separate K
target sources on the W-channel, which represents the omnidirectional,
direction-independent sound pressure component of the sound field,
and to estimate the class label for each separated source.

RIMXL
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2.1. First-stage model: Joint separation and counting

The first-stage model jointly performs separation and counting.
Because it does not distinguish target from interfering sources, it
separates all non-background sounds, including interfering sources,
and estimates their total number, N := K + J. The separator is
based on TF-Locoformer [9] with a Spectral Feature Compression
(SFC) encoder and decoder [10], which we extend from fixed-source
separation to variable-source separation with source-count estimation
using a strategy similar to [7].

The encoder takes an M -channel short-time Fourier transform
(STFT)-domain signal Y € R2MXFXT yhere F and T denote
the numbers of frequency bins and time frames, and the factor 2
represents the real and imaginary parts. The SFC encoder maps Y to
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a D-dimensional feature Z € RP*F' T while reducing the frequency

length to F'(< F') via cross-attention with F learnable queries.
Next, a learnable CLS token with a length of 7" for source counting,

C € RP*1XT’ , is concatenated with the encoded features along the

time dlmensmn, with broadcasting along the frequency dimension.

The resulting sequence is processed by BilSt) TF-Locoformer blocks:
@

Then, C € RP*F "XT" is fed into a source-count estimator. The
estimator first applies multiple repetitions of a Conv1D-based block
followed by pooling along the frequency dimension to transform C
into a D’ x T" feature. It then averages the resulting feature over 1",
and predicts the total number of target and interfering sources using a
linear layer followed by a softmax over six classes, corresponding to
0 to 5 sources. Subsequently, a linear layer is applied to Z to estimate
as many feature representations as estimated source count N:

[C, Z] + TFLocoformer_Blocks;([C, Z]).

RDXF’XTHRNDXF’XT. 3)

Z <+ Lineary(Z), Lineary :
Here, the model has five linear layers corresponding to N €
{1,...,5} with output size of ND. By reshaping the output to
Zc RNXDXF XT  we obtain features Z, € RP*F'XT for each
source with n € {1,...,N}. Note that this linear layer and the
subsequent blocks are not apphed to samples for which N =o0.

The N features are further processed by B(M) TF-Locoformer
blocks, where the weights of these blocks are shared across all sources,
and the blocks are applied independently to each feature Z,,:

Z, + TFLocoformer_Blocksy(Z,).

@

Finally, the SFC decoder receives Z, and estimates separated
sources S, € R¥*F*T where frequency dimension is uncompressed
by cross-attention with F' learnable queries.

The model is trained using the sum of the time-domain thresholded
SNR loss [11] on the separated signals, Lsnr, and the cross-entropy
loss for counting, Lee, i.e., Lsnr +YLce, Where -y is a weighting term.

Our design follows [7] in using a counting estimator and a source-
count-dependent linear layer to separate a variable number of sources.
However, whereas [7] feeds the mixture representation to the estimator,
which corresponds to Z in (2) in our formulation, we introduce CLS-
token-based counting. This is motivated by preliminary experiments
showing that, with Z-based counting, increasing v degraded separation
performance, suggesting a trade-off caused by sharing Z for separation
and counting. By decoupling these representations, the proposed CLS-
token-based approach is expected to mitigate this trade-off.

2.2. Second-stage model: Classification on separated signals

At the second stage of our system, as illustrated in Fig. 1, we predict
a single class label for each separated signal. The first-stage separator
outputs all non-background sources without distinguishing between
target and interfering sources. Hence, the classifier considers not only
the 18 target classes but also an additional “Interference” class. The
combination of the first two stages yields all three processes for S5:
counting, separation, and classification.

We construct five classification models based on general-purpose
audio representation models using Pret rainedSED [12] and ensem-
ble their predictions. Specifically, we use BEATs [13], M2D [14], and
ASIT [15] with the checkpoints provided by Pret rainedSED'. PE-
A-Frame-small [16] and PE-A-Frame-base [16] are also adopted using
the checkpoints available on Hugging Face?. Each audio representation

Uhttps://github.com/fschmid56/PretrainedSED
Zhttps://huggingface.co/facebook/pe-a-frame-base
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model comprises a feature extractor (Enc) and Transformer blocks
(Transformer):

E,

Vo

= Enc(8n), (5)

()

where §,, € R denotes the n-th separated signal on the W-channel.
For M2D, the feature extractor computes log-mel spectrograms, while
BEATs and ASIT rely on similar filter-bank features. PE-A-Frame
instead uses DAC-VAE [17], which encodes time-domain signals into
a continuous latent space. Then, the classification head averages the
feature over time frames and predicts a soft label for the n-th source
with softmax 6,, € RY?

The pretrained Transformer blocks and the classification head are
jointly optimized to minimize the cross-entropy loss. Except for
PE-A-Frame, we apply mixup augmentation in the feature domain.
Specifically, we linearly interpolate two extracted features and the
corresponding target one-hot vectors:

Transformer(En),

Emix = aE’nl + (1 - a)E’n27

* * *
Onix = Q0p, + (1 - a)OTLQ’

)
®)

where a ~ Beta(0.2,0.2) is a mixing coefficient, and o, denotes the
true one-hot vector for the n-th source signal.

2.3. Third-stage model: Refinement

Although the S5 task can be addressed using only the first- and
second-stage models, we further apply a refinement model to improve
separation quality, inspired by [5], [18]. The refinement model has
an architecture similar to that of the first-stage separation model, but
additionally uses the first-stage separated signals and the second-stage
class labels as auxiliary inputs.

Specifically, the SFC encoder input is constructed by concatenating
the first-stage separated signals with the multichannel mixture, and
the resulting signals are jointly encoded into D-dimensional features.
Following [18], we use signals refined by a multi-channel multi-frame
Wiener filter (MCMFWEF), rather than the raw first-stage outputs.

We modify the separator into a prompt-driven model [19]. Instead
of a CLS token, the model uses class-specific learnable prompt
vectors of size D x 1 x 1. Based on the class labels estimated in the
second stage, the corresponding K prompts are concatenated with
Z after broadcasting along the frequency dimension. After B§3rd)
TF-Locoformer blocks, K features are obtained by taking the element-
wise product between the transformed k-th prompt P, € RP*F X1
and Z € RP*F'XT broadcasting along the time dimension. This
replaces the source-count-dependent linear layer in (3). The remaining
processing is identical to the first-stage model: Bégrd) TF-Locoformer
blocks and the SFC decoder are applied to each source.

We consider two variants for refinement. The multi-input multi-
output (MIMO) system estimates all target sources simultaneously
using all estimated sources and class labels, whereas the single-input
single-output (SISO) system extracts each target source separately
using only its corresponding estimated signal and class label together
with the mixture. The MIMO system can exploit information from all
target sources, while the SISO system is expected to be more robust
to errors in the auxiliary separated signals and class labels.

3. EXPERIMENTS

3.1. Experimental setup for separation models

For the first- and third-stage models, we set (B{**" B{'*")) = (8, 4)
and (B B ) = (6, 3), respectively. In both models, the first
By TF-Locoformer blocks used D = 64, C' =384, K =4, S =1,
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Table 1: Evaluation results of four systems. CA-PI-SDRi is reported in dB, and all other metrics are reported in %.

Validation Dev-test Evaluation
System Count. acc. CA-PI-SDRi Acc. (mix) Acc. (src) CA-PI-SDRi Acc (mix) Acc (src) CA-PI-SDRi Acc. (mix)
Baseline [2] - 8.26 56.56 67.99 8.49 60.71 70.39 6.76 55.16
System 1 92.17 14.25 72.61 77.36 14.84 78.11 83.52 12.77 75.00
System 2 92.17 14.36 73.22 77.69 14.77 79.10 84.08 12.77 76.92
System 3 92.17 14.55 73.22 77.69 14.95 79.10 84.08 12.94 76.92
System 4 91.83 14.37 73.50 76.43 14.41 76.06 81.63 12.54 73.28

H = 4, G = 8, and attention dimension F = 128°. In the subsequent
Bj blocks, C' and E were changed to 256 and 96, respectively, while
the other parameters were kept unchanged. We used the no-positional-
encoding (NoPE) variant of the TF-Locoformer block [20] for the
first-stage model and the original RoPE-based block [21] for the
third-stage model. The STFT window and hop sizes were 1024 and
512 samples, respectively, and ' was set to 48.

The separation models were trained in two stages: unsupervised
pretraining followed by supervised fine-tuning. We first pretrained
the first-stage model with (BS“), Bélsw) = (6, 3) on AudioSet [22]
using mixture invariant training (MixIT) [11]. Because the number
of sources in each mixture was unknown, we fixed the estimated
number of sources to N = 8, i.e., the linear layer in Eq. (3) produces
outputs corresponding to eight sources. Pretraining was performed
using monaural inputs, with a batch size of 32, 6 s inputs, and 262.5 k
training steps. AdamW [23] with a fixed learning rate of 10™% and a
weight decay of 1072 was used.

The first- and third-stage models were then initialized from the
pretrained model and fine-tuned on the DCASE 2026 Task 4 dataset [2].
Parameters absent from pretraining, such as the CLS token in the
first-stage model and the class-specific learnable prompts in the third-
stage model, were randomly initialized. Because the first-stage model
has more blocks than the pretrained model, the additional blocks were
initialized by copying the final pretrained block of each stage: the
sixth B block for the seventh and eighth B; blocks, and the third
B; block for the fourth By block. Fine-tuning used 10s inputs, a
batch size of 32, and 150k steps. The optimizer settings followed
pretraining, except that a cosine learning-rate decay was used. Teacher
forcing was applied by providing the ground-truth source counts and
class labels during training. The loss weight v was set to 1.

During inference, source-count estimation in the first stage was
performed using either a single model or an ensemble of ten models
trained with slightly different configurations, such as different batch
size and CLS-token lengths T" € {1, 2,4, 8}. For the ensemble, we
averaged the output probabilities of their source-count estimators.

3.2. Experimental setup for classification model

The classification models operate on the first-stage separated signals
and thus must be robust to residual interference and separation artifacts.
To improve robustness, we train the classification models using not
only ground-truth sources (the W-channel of s; and v;) but also
separated signals §,, from the first-stage models. In particular, the
separation results from two models are used for training, where the
two separators differ from those used in our final systems due to time
limitation during the challenge. Exposing the classifiers to outputs
produced by multiple separators should improve the robustness against
the artifacts and the mismatch of the separators.

Since the number of isolated source signals in the official dataset is
limited, we augment the training set using external resources. We retain

3The notation follows the original TF-Locoformer paper [9] and is
independent of that used elsewhere in this paper.
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Table 2: Ablation study of first-stage model on validation set. Pretrain indicates
whether model is pretrained with MixIT. BEATs is used for classification.

Counting input Pretrain Count. acc. SDRi CA-PI-SDRi
Feature Z v 91.39 16.95 13.50
CLS token C (T" = 1) v 91.17 17.08 13.70
CLS token C (T" = 2) v 91.10 17.07 13.71
CLS token C (T" = 4) v 92.44 17.13 13.75
CLS token C (T" = 8) v 91.44 17.12 13.73
CLS token C (T" = 4) 91.44 16.09 12.67

Table 3: Classification accuracy on dev-test set.

Model Acc. (mix) Acc. (src)
BEATSs-clean 65.74 72.31
BEATSs 76.32 81.78
M2D 75.60 81.54
ASIT 74.01 79.71
PE-A-Frame (small) 75.27 80.30
PE-A-Frame (base) 73.88 79.63
Ensemble (5 models) 79.10 84.08

up to 1000 clips with a single label per target class from AudioSet. We
additionally collect up to 100 single-label clips per interference class.
We further incorporate single-source recordings from NIGENS [24],
SINS [25], and STARSS23 [26]. Specifically, we extract the segments
with only “VacuumCleaner” from SINS, and “Clapping”, “Footsteps”,
or “Pouring” from STARSS23 based on the official metadata. NIGENS
provides the isolated signals for “AlarmClock™ and “FootSteps”. All
signals are resampled to the sampling rate used in the pretraining
of the audio representation models, i.e., 16 kHz for BEATs, M2D,
and ASiT, and 48 kHz for PE-A-Frame. In addition to mixup, we
also apply frequency warping and filter augmentation to the features,
following the implementations in PretrainedSED [12].

We fine-tune each model using AdamW [23] with 1000 warm-up
steps. The peak learning rates are set to 4.0x 10~ for the classification
head and 4.0 x 10™° for the Transformer blocks. We apply exponential
moving average (EMA) to the models with a decay factor of 0.999
and select the EMA checkpoint with the best F1 score mean over
classes for inference. For the ensemble, we take the average across
the five models’ outputs after taking softmax.

3.3. Results

We evaluated the following four systems. All systems except System
4 used an ensemble of multiple model outputs for source counting and
classification. When four or more sources were identified as target
sounds, Systems 2—4 discarded sources before inputting them to the
refinement model so that the number of sources was reduced to three.
Specifically, the sources were discarded in ascending order of the
maximum estimated class probability, arg max (6, ).

System 1: A system that uses only the first- and second-stage models,
without applying the third-stage refinement.
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Fig. 2: Confusion matrices for BEATs-clean (the first row in Table 3) and ensemble of the five models (the last row in Table 3) with row-wise normalization.
For this figure, no sources were discarded even when four or more sources were estimated as target sources.

System 2: The three-stage system described in Section 2, where the
MIMO version is used for the third-stage refinement model.
System 3: A system in which the third stage of System 2 is replaced
with the SISO version.

System 4: The same pipeline as System 3, but without ensembling
the source-counting and classification results.

Table 1 reports the source-counting accuracy (Count. acc.), class-
aware permutation-invariant SDR improvement (CA-PI-SDRi) [27],
and classification accuracies at the mixture level (Acc. (mix)) and
source level (Acc. (src)) [2]. Since ground-truth sources are available
only for the validation set, counting accuracy is reported only for the
validation set. Note that, although Systems 1-3 use exactly the same
ensemble system for both source counting and classification, their
accuracies differ because Systems 2 and 3 discard sources when four
or more sources are identified as target sounds.

Table 1 shows that our system substantially outperforms the
baseline [2] in both separation and classification. The first-stage
model (System 1) already achieves reasonable counting accuracy
and separation performance, and adding the refinement model yields
modest improvements. This may be because the first-stage model
already benefits from unsupervised pretraining, while the refinement
model has a larger mismatch between pretraining and fine-tuning
due to structural differences, such as randomly initialized learnable
prompts and the introduction of RoPE. Further analysis is left for
future work. The results of Systems 3 and 4 indicate that ensembling
improves both counting and classification.

Table 2 presents ablation results for the first-stage model. All
experiments used a model with B{"*") 6 and BY"" = 3,
with the batch size reduced to 16. SDRi was computed using the
optimal permutation between the estimated and ground-truth target
and interfering sources. Unlike CA-PI-SDR, this metric does not
penalize class-estimation errors, but it penalizes the counting errors
in the same penalties as CA-PI-SDR. To evaluate the proposed CLS-
token-based source-count estimation, we compared it with a baseline
that estimates the source count from the feature representation Z,
following prior work [7]. This baseline applies several Conv2D blocks
to Z and performs temporal pooling before count estimation. As
expected from the discussion in Section 2.1, the results show that the
CLS-token-based approach improves separation performance while
maintaining comparable or higher counting accuracy. The CLS-token
length 7" had only a minor effect, with 7/ = 4 performing best.
For this model, MixIT pretraining substantially improved separation

performance without noticeably affecting counting accuracy, consistent
with prior findings on the effectiveness of unsupervised pretraining
under limited supervised data [28], [29].

Table 3 shows classification accuracy for different second-stage
models. Here, BEATs-clean denotes a BEATs-based classifier trained
exclusively on ground-truth source signals. Comparison between the
two BEATSs-based systems validates the effectiveness of augmenting
the training data with separated signals and additional isolated
recordings. Among the individual audio representation models, BEATs
achieves the best performance, while the ensemble of the five models
yields a further improvement.

Figure 2 depicts the confusion matrices for BEATs-clean and the
ensemble of five models, where rows and columns show the true
and predicted labels, respectively. Here, we assign the true label for
each separation output according to SNR with respect to the ground-
truth target and interference sources. Since ground-truth interference
sources are unavailable for the dev-test set, separation outputs that
do not match any target source are excluded from the evaluation.
Consequently, the last rows of panels (c) and (d) are empty. When
the number of sources in a mixture is overestimated, unmatched
separation outputs are also omitted from this visualization. The
confusion matrices reveal clear diagonal patterns, but some target
classes such as “MechanicalFans” and “Percussion” are misclassified
as interference. These misclassifications are partially mitigated in the
ensemble of the five models compared with BEATSs-clean.

4. CONCLUSION

We presented a multi-stage separation and classification system for
the S5 task, consisting of a TF-Locoformer-based first-stage model
for joint separation and counting, a second-stage classifier, and a third-
stage refinement model. Experiments showed that the proposed system
substantially outperformed the official baseline in both separation and
classification. Our best system achieved a CA-PI-SDRi of 12.94 dB
on the final evaluation set, ranked third overall in DCASE 2026
Challenge Task 4, and achieved the highest classification accuracy
among all submissions. Ablation results confirmed the effectiveness
of CLS-token-based counting, MixIT pretraining, and ensembling.
Although the refinement stage yielded only modest gains, cascading
separation and counting, classification, and class-aware refinement
remains a promising approach for S5. Future work will explore tighter
integration of separation and classification and more robust refinement.
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